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Abstract: In the modern era of technology, social media platforms have become the primary 
channels for communication between people and organizations and for sharing and disseminating 
information, but the open nature of social media platforms makes them a fertile ground for harm-
ful content, including hate speech. Hate speech is a form of expression that incites or encourages 
discrimination, hatred, or violence against individuals or groups based on certain characteristics, 
including but not limited to race, religion, gender, or sexual orientation, and has become a growing 
concern, making the spread of such content pose significant challenges to online communities 
and social cohesion. In this study, we propose a deep learning-based model to classify Twitter 
tweets into three categories: hate speech, neither, and abusive. The proposed model relies on the 
use of a multi-layer neural network with a set of dropout layers to enhance the generalization of 
the model and avoid the problem of overfitting. The performance of the proposed approach was 
analyzed and contrasted with traditional machine learning (ML) algorithms, including decision 
tree, random forest, and support vector machine (SVM). The experimental results showed that the 
proposed model reached the best accuracy of 97%, significantly outperforming the basic machine 
learning algorithms. The results confirm the effectiveness of the proposed model and its ability 
to capture the underlying patterns and semantic and linguistic complexities within the tweet text 
content, which enables it to classify hate speech with high accuracy.
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1. Introduction

In our time, social media platforms have become the basic 
channels of communication between people and organi-
zations for the sharing and dissemination of information, 
but the open nature of social media platforms makes 
them fertile ground for harmful content, including hate 
speech (Lin, 2022; Meier & Johnson, 2022). Hate speech, 
which is characterized by expressions that encourage dis-
crimination, hostility, or violence against individuals or 
groups based on features such as race, religion, sex, or 
sexual orientation, has become an increasing source of 
concern, making the spread of such content pose a great 
challenge for online communities and social cohesion (Al-
komah & Ma, 2022).

Twitter is a social networking platform that provides 
a widely used blogging service that allows users to share 
ideas, opinions, and news in real time. Therefore, detecting 
hate speech and mitigating it on Twitter is very important 
to enhance the online communication environment and 
make it safer and more comprehensive. Relying on scru-
tiny to detect hate speech by those responsible for the 
platform is an inefficient solution due to the huge number 
of daily tweets generated. This shows an urgent need to 
develop automatic systems based on advanced artificial 
intelligence techniques to identify and filter hate speech 
efficiently, ensuring that harmful content is addressed im-
mediately.der to define and filter hate speech efficiently, 
ensuring that harmful content is addressed immediately.

The unique characteristics of tweets, such as their 
brevity, the use of informal language, the use of abbrevi-
ations, as well as the dynamic nature of the topics that are 
discussed, constitute great challenges in detecting hate 
speech (Pereira-Kohatsu et al., 2019). Therefore, the dis-
tinction between hate speech and legitimate expressions 
of opinion or mockery requires advanced techniques in 
addressing the natural language capable of analyzing 
texts, extracting semantic and grammatical patterns, 
and capturing complex relationships between texts that 
enable them to understand the context and the meaning.

To address these challenges, many methods are used 
to detect hate speech, including dictionary-based meth-
ods (Lescoat et al., 2018), machine learning (ML) models, 
and deep learning (DL) models (Janiesch et al., 2021).

The dictionary-based methods include the use of 
dictionaries containing pre-specified words, including 
hateful terms, which are used to identify sentences that 
include hate speech or offensive content (William et  al., 
2022). The methods based on the dictionary are often 
limited to capturing the advanced nature of hate speech 

and changes that can occur in the form and nature of 
tweets and abbreviations that can include them. On the 
other hand, machine learning models that have been 
trained on large data sets of tweets can achieve higher 
accuracy through learning patterns and nuances in the 
language (Bataineh et  al., 2023). Deep learning models, 
especially those that benefit from transformer-based 
structures such as BERT (Bidirectional Encoder Repre-
sentations from Transformers), have shown remarkable 
performance in understanding complex linguistic struc-
tures and contextual consequences (Wang et al., 2024).

Detecting hate speech on Twitter is a complex but cru-
cial endeavor that requires a multifaceted approach that 
combines technological innovation, ethical principles, 
and community engagement. In response, this research 
seeks to use deep learning techniques to detect hate 
speech posted by users, which can help assess user be-
havior on social media.

2. Literature Reviews

The existing literature explores numerous approaches to 
studying various aspects of hate speech on online social 
media. These detection methods primarily fall into three 
categories:

•	Quantitative evaluation of written material. 
•	Pattern mining techniques. 
•	ML and deep learning approaches.

In conventional methodologies that rely on manually 
crafted attributes, investigators initiate their process by 
isolating characteristics from written data, user demo-
graphics, pattern-based templates, and social network 
interactions involving tweets. These attributes are subse-
quently utilized to develop and assess machine learning 
categorization models, encompassing probabilistic mod-
els, hierarchical decision structures, ensemble methods, 
and extreme gradient boosting algorithms. In a study 
by Davidson et  al., (2017), the authors formulated attri-
butes such as single-word units, two-word combinations, 
part-of-speech tag-based sequences, emotional inten-
sity scores, and other linguistic traits. These attributes 
were assessed using a probability-based classification 
model for identifying hostile speech. Similarly, in anoth-
er approach involving multiple categories, Malmasi and 
Zampieri (2017) utilized a support vector machine (SVM) 
trained on features derived from character and word 
n-grams to classify text into hate, offensive, and neutral 
categories. Their findings indicated that the character 
4-gram-based model achieved the best performance.
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Classical ML models lack robustness, as users can 
exploit and bypass the human-designed features by 
altering their behavior to counteract these features. In 
recent years, DL techniques have increasingly supplanted 
ML models across various applications due to their abil-
ity to learn complex patterns directly from the data. The 
study by Roy et al. (2020) introduced a deep convolutional 
neural network (CNN)-based framework that achieved a 
notable accuracy of 92% on a Twitter dataset. Recently, 
scientists have also begun investigations into the hate 
content detection problem in code-mixed languages like 
Hinglish. The study by Pamungkas et al. (2021) introduced 
a zero-shot learning-based framework for the detection 
of hate speech within cross-lingual content. Further, dif-
ferent aspects of hate speech that are being considered 
by researchers include analyzing social groups that are 
targeted by hate (Mossie & Wang, 2020) and assessing 
the generalizability of hate speech detection algorithms 
tested on different datasets and hate categories (Fortuna 
et al., 2021).

3. The Proposed Methodology

The methodology used in this research is based on build-
ing a model based on deep learning techniques to detect 
hate speech in tweets published on Twitter. The proposed 
methodology includes a set of steps that are illustrated 
in Figure 1.

3.1. Data Collection
Our work relied on the Twitter dataset obtained from 
Kaggle (Samoshyn, 2000). The dataset includes 25,296 
tweets classified into 3 categories (hate speech, offensive 
language, and neither).

3.2. Data Preprocessing
This step involves a set of preprocessing operations per-
formed on the tweet texts. Preprocessing operations are 
a very important step in artificial intelligence (AI) mod-
els because they help reduce noise and thus focus on 
meaningful patterns, which leads to better predictions 
(Maharana et al., 2022). In addition, preprocessing opera-
tions on texts help in standardizing the text and reducing 
dimensions by using lowercase letters, removing special 
characters, and removing unimportant words, which 
reduces the complexity of the feature space, improves 
computational efficiency, and improves the ability of the 
model to generalize better to unseen data, which pre-
vents overfitting.

3.2.1. Remove HTML Tags
Removing HTML tags refers to the process of deleting 
HTML elements (such as <p>, <b>, <a>, etc.) from a text 
string, leaving only the plain textual content. Unorga-
nized written content frequently includes substantial 
irrelevant data, particularly when methods such as web 
or page extraction are employed. HTML and HTTP mark-
ers typically consist of elements that contribute little to 
comprehending and examining the text. Consequently, 
in this segment, we eliminate superfluous markers and 
preserve the textual data in all documents (Chai, 2023).

3.2.2. Remove Punctuation Marks
During this phase, all collections of typographical sym-
bols are eliminated from the text. These symbols appear 
universally in sentences, and their removal is expected 
to yield beneficial outcomes (Chai, 2023). This process is 
commonly used in text preprocessing to clean data for fur-
ther analysis, such as natural language processing (NLP).

3.2.3. Delete Numbers
During text preprocessing, numbers in the text data are 
removed because they are not relevant to text analysis, 
have no relation to hate speech, and do not provide top-
ic-relevant information.

3.2.4. Remove Stop Words
Stop words refer to frequently occurring terms that carry 
little to no significant meaning, particularly when extract-
ing semantic attributes from text (Sarica & Luo, 2021). 
These words typically consist of conjunctions, articles, 

Figure 1. Steps followed in the proposed methodology.
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prepositions, and similar parts of speech. Examples of 
stop words include and, the, an, and a. In the context of 
natural language processing, keeping these words takes 
up memory space and takes more processing time, so 
these words are removed from the text during the pre-
processing stage.

3.2.5. Convert to Lowercase
Lowercase conversion refers to the process of converting 
all uppercase letters in a text to their lowercase equiv-
alents and is commonly used in text preprocessing to 
ensure consistency, especially when working with natural 
language processing (NLP).

3.2.6. Vectorization
In the context of machine learning and natural language 
processing (NLP), vectorization refers to the process of 
converting text data (or other types of data) into nu-
merical representations that machine learning or deep 
learning models can process and analyze (Sabri et  al., 
2022). Since these models only deal with numerical in-
puts, text data must be converted into numerical vectors 
while preserving as much meaningful information as 
possible. For the vectorization process, the TF-IDF (Term 
Frequency-Inverse Document Frequency) method was 
used, which is a measure that measures the importance 
of a word by considering its frequency in a document rela-
tive to all documents in the dataset (Widianto et al., 2024). 
TF-IDF is computed as the product of two components:

•	Term Frequency (TF).

•	Inverse Document Frequency (IDF). 
IDF measures how important a word is by penalizing 
frequently occurring words across the entire corpus.

•	The final TF-IDF score is computed as:

TF - IDF = TF(w) × IDF (w)

3.3. Manage Imbalance in Dataset
Data imbalance is the greatest challenge, especially in the 
field of AI. Among the many factors that cause the above 
imbalance in a dataset, one is the fact that a particular 
class contains a significantly higher number of samples 
than the other classes. Several problems can arise (Has-
anin et al., 2019), including:

•	Biased models: These types of models are biased 
toward the majority class. The model prioritizes the 
majority class such that it learns very poorly from 
minority classes, and hence the performance of the 
model becomes poor.

•	Unreliable performance metrics: Some performance 
metrics such as accuracy become unreliable in case 
the data is unbalanced as they could yield high results 
that do not represent the performance of the model. 
This happens because the majority of predictions re-
garding the majority class turn out to be correct.

•	Overfitting: The model ends up memorizing the fea-
tures and patterns from the majority class, thereby 
keeping it from generalizing well to the minority class.

Thus, at the present stage, a corrective action must be 
taken in defecting the data in the dataset. The number 
of samples corresponding to each class is illustrated in 
Figure 2.

One way to solve this problem is to undersample the 
majority class; this implies that certain entries from the 
predominant category are omitted, thereby equalizing 
the number of instances in both categories, but this pro-
cess leads to the loss of a lot of data that can be very 
important and useful in the process of training the model. 
Another option is to oversample the minority class, which 
means that a random iteration of the rows of the minority 
class is performed until the number of samples for the 
majority and minority classes becomes equal, but the 
problem with this method is that it leads to the problem 
of overfitting because the model learns from the same 
examples.

To solve these problems, this research will rely on 
the synthetic minority oversampling technique (SMOTE), 
while introducing some new topics to this kind of forum, 
you may be mistaken for spamming (Chawla et al., 2002). 
SMOTE is a preprocessing technique used to address im-
balance in a dataset. The working mechanism of SMOTE 
can be summarized as follows ( Fernández et al., 2018):

•	First, a sample is selected from the minority class, 
and the difference between the sample and its near-
est neighbor is calculated.

•	The random number generated is the multiplier.
•	This figure is then added to the sample to form a 

completely new variant of that sample.
•	The process is repeated N/100 times for each data 

sample selected. In other words, if the required over-
sampling is 300, then (300/100= 3) neighbors are 
selected from the K nearest neighbors, and one sam-
ple is generated in the direction of each neighbor.
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•	All the steps are repeated until the appropriate num-
ber of samples is reached, which makes the dataset 
balanced.

Figure 3 displays the number of samples for each class 
after the application of the oversampling process using 
the SMOTE method.

3.4. Model Design

The DL model used in this research was designed based 
on the Keras framework within the Python programming 
language, and it is based on stacking a set of dense layers 
in addition to dropout layers. Figure 4 shows the design 
of the deep learning model.

The model shown in Figure 4 is a neural network 
designed using TensorFlow’s Keras framework and is 

designed for a classification task with three classes in the 
output layer. The model starts with an input layer defined 
by the number of features in the dataset (12,085) resulting 
from preprocessing operations performed on the tweet 
texts. The first hidden layer consists of 128 dense (ful-
ly connected) neurons with a ReLU (rectified linear unit) 
activation function that helps introduce nonlinearity and 
improve the learning process of the model. To prevent 
overfitting, the dense layer is followed by a dropout lay-
er with a random 50% activation rate of neurons during 
training. The next hidden layer contains 64 neurons with 
a ReLU activation function, followed by another dropout 
layer with a 50% dropout rate to enhance the generaliz-
ability of the model. Finally, the output layer contains 3 
neurons with a softmax activation function that converts 
the outputs into probabilities across the three possible 
classes (hate speech, offensive language, and neither).
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3.5. Performance Metrics
A confusion matrix (CM) is a matrix used to evaluate the 
performance of a model, especially in supervised learn-
ing (Haghighi et al., 2018; Markoulidakis et al., 2021). The 
structure of the CM is presented in Figure 5.

Where:
•	TP (true positive): When the model accurately fore-

casts a favorable result.
•	TN (true negative): When the model accurately fore-

casts an unfavorable result.
•	FP (false positive): When the model mistakenly fore-

casts a favorable result.
•	FN (false negative): When the model mistakenly fore-

casts an unfavorable result.

These parameters help in calculating the major perfor-
mance metrics like recall, precision, and accuracy.

(1)

This equation could be read as “it is the number of all 
actual positives divided by the number of those correctly 
identified by the model as being one of the positives” 
(Roth et al., 2022).

(2)

As above, it could be read as “measures the amount of 
actual right positive predictions” (MacEachern & Forkert, 
2021).

Accuracy, in general, reflects the model’s overall cor-
rectness, obtaining the number of correct predictions 
(both positives and negatives) compared to all predic-
tions. The equation is as follows (MacEachern & Forkert, 
2021):

(3)

The F1 score is a common metric that tries to combine 
precision and recall to provide an idea of the overall per-
formance of the model (MacEachern & Forkert, 2021). The 
formula is as follows:

(4)

4. Results and Discussions

A learning curve is a graphical representation that dis-
plays the progression of a specific metric throughout the 

training phase of a model. The x-axis represents progress, 
while the y-axis reflects error or performance.

The representation is useful to check the changes 
that occur in the performance of the model during the 
learning phase, enabling the detection of problems if they 
exist. One of the most common curves is the loss function 

Figure 4. The design of the  
deep learning model.

Figure 5. Confusion matrix architecture.
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curve, which shows the changes in the loss function (mod-
el errors) over time during the training phase. As the loss 
decreases, the performance of the model improves.

The other learning curve is the accuracy curve, which 
measures the performance of the model during the train-
ing epochs, with increasing values of this curve indicating 
an improvement in the capabilities of the model. Figure 6 
shows the accuracy and loss curves (only with the valida-
tion data) for the training data.

As shown in Figure 6, the performance of the model 
increases over the training epochs, with both the training 
and validation metrics trending upward. This indicates 
that the model’s performance improves on both the 
training (visible) and validation (unseen) data, suggesting 
successful convergence and better generalization, there-
by mitigating the overfitting issue. The best accuracy of 
99% was achieved for the training data and 97% for the 
validation data. Figure 7 presents the results of the CM 
generated by the proposed model.

The main diagonal elements of the confusion matrix 
indicate the correct classifications performed by the 
model.

The confusion matrix results show that the model 
accurately classified 3831 samples from class 0 (hate 
speech), 3505 samples from class 1 (neither), and 3844 
samples from class 2 (offensive).

Elements that are outliers of the main diagonal with-
in the confusion matrix indicate misclassifications. For 
instance, the element in the second row, first column 
(129) indicates that 129 samples of class 1 (neither) were 
misclassified as class 0 (hate-speech). Table 1 shows the 
model’s results based on precision, recall, and F1-score 
for each class.

Table 1. The model’s results based on precision, 
recall, and F1-score for each class.

Precision Recall F1-score

Hate speech 0.96 1.00 0.98

Neither 0.99 0.93 0.96

Offensive 0.96 0.99 0.98

Precision: This metric measures the precision of the posi-
tive predictions made by the model; in other words, how 
many correct predictions the model made for a given 
class relative to the total number of predictions for that 
class. For example, the model achieved a high precision of 
0.99 for the Neither class, meaning that when it predicted 

a sample as belonging to the Neither class, it was 99% 
correct.

Recall: This metric tells us the proportion of actual 
cases of a given sample type that were correctly iden-
tified by the model. For example, the model achieved a 
recall of 1.00 for class 1 (Hate-speech), meaning that it 
correctly identified 100% of all hate speech cases in the 
test dataset.

F1-score: This measure is the harmonic mean of pre-
cision and recall and provides a balanced measure of 
model performance. This measure can be used to deter-
mine the overall performance of the model, and based 
on the results shown in Table 1, it can be said that the 
model performs well in classifying the three classes (Hate 
speech, Neither, Offensive), achieving high F1-score val-
ues of 0.98, 0.96, and 0.98, respectively. Table 2 shows the 
values of precision, recall, and F1-score for the machine 
learning algorithms.

Figure 6. The accuracy and loss curves for both  
the training and validation processes 

for the proposed model.

Figure 7. The results of the confusion matrix 
achieved by the proposed model.
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Table 2. The values of precision, recall, and F1-
score for the machine learning algorithms.

Decision Tree

Precision Recall F1-score

Hate speech 0.92 0.96 0.94

Neither 0.94 0.89 0.92

Offensive 0.95 0.97 0.96

Random Forest

Precision Recall F1_Score

Hate speech 0.90 0.79 0.84

Neither 0.80 0.86 0.83

Offensive 0.84 0.88 0.86

Support Vector Machine

Precision Recall F1_Score

Hate speech 0.52 0.86 0.65

Neither 0.92 0.88 0.90

Offensive 0.75 0.29 0.42

Based on the results obtained, we note that:
•	In terms of precision, recall, and so forth, the suggest-

ed model outperforms all other models, and F1 score, 
indicating its strong ability to perform the classifica-
tion process with high accuracy.

•	The decision tree model performs relatively well 
but fails slightly in recall compared to the proposed 
model.

•	The random forest model has good performance but 
also suffers in recall, especially for the hate speech 
category.

•	The SVM model performs the worst, especially in de-
tecting offensive speech.

For each category, we note that:
•	Hate speech class:
•	The proposed model achieves the highest recall 

(1.00), meaning it identifies all hate speech cases with 
no false negatives.

•	Decision Tree performs well but shows lower pre-
cision, which means that it may misclassify neither 
content as hate speech.

•	Random Forest struggles with recall (0.79), which 
means it is missing a significant number of hate 
speech cases.

•	SVM has very low precision (0.52), indicating frequent 
false positives.

Neither class:
•	The proposed model has the highest precision (0.99). 

It accurately classifies the “Neither” class with very 
few false positives.

•	Decision Tree has balanced performance but a slight-
ly lower recall (0.89), hence it misses some samples.

•	Random Forest has lower precision (0.80).
•	SVM performs well for this class, with a high F1-score 

(0.90), but recall is still lower than that of the pro-
posed model.

Offensive class:
•	The model’s precision outperforms that of all the pro-

posed models (0.96), with a recall of 0.99 and minimal 
false negatives.

•	Decision Tree performs well. Its recall is slightly lower 
than that of the proposed model (0.97).

•	Random Forest has lower precision (0.84) than the 
other classes; therefore, it has more false positives.

•	SVM fails significantly in this category with poor recall 
(0.29). It misses a lot of offensive content.

By comparing all models in terms of overall accuracy, we 
obtained the results shown in Figure 8.
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Figure 8. The accuracy value for all models.

5. Conclusions and Future Work

Hate speech is understood as an expression that en-
courages discrimination, enmity, and violence against 
individuals or groups based on characteristics such 
as race, religion, gender, or sexual orientation. It has 
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become a growing concern, making the spread of such 
content a major challenge to online communities and so-
cial cohesion. In this research, we worked to address the 
issues related to the spread of hate speech on Twitter, 
where a proposed deep learning model was used to clas-
sify tweet text and identify whether the tweet contains 
hate speech or abusive speech. A set of preprocessing 
operations was performed on the tweet texts before 
they were entered into the proposed deep learning mod-
el. The proposed model showed superior performance, 
achieving the highest accuracy of 97%, outperforming 
traditional machine learning algorithms such as deci-
sion tree, random forest, and support vector machine 
(SVM). The proposed model showed high precision, re-
call, and F1-score across all categories, while decision 
tree and random forest showed reasonable performance 
but struggled with precision and recall for some catego-
ries, and SVM performed poorly, especially in detecting 
offensive content. There are several areas for improve-
ment and future exploration. Future work could focus on 
incorporating advanced deep learning techniques such 
as transformer-based models like BERT and RoBERTa to 
enhance contextual understanding of text and capture 
the semantic nuances inherent within tweet text. Addi-
tionally, we could improve hyperparameters and explore 
other feature extraction techniques which could improve 
the model’s generalization capabilities.
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